
Appendix: Lamport’s Logical Clocks  

This appendix delves deeper into the way Lamport visualizes his invention – logical clocks for 

distributed computing systems, first published in his now classic paper, “Time, Clocks and the 

Ordering of Events in a Distributed System” (1976). This summary is a bit long but necessary to lay 

out the flow of ideas that build up to Lamport’s brilliant insight. It is as you expect, a little technical 

but rest assured, understandable to the patient reader. I guarantee that your patience will be 

rewarded.  

Time and Events 

When Lamport read a paper by Bob Thomas and Paul Johnson in 1975 he realized that the way they 

described their distributed system meant that a "violation of causality" was possible. "That is to say 

one operation [in the distributed program] that happened before another, would have been 

executed as if they had occurred in the opposite order," says Lamport. 

This is possible because the events in a distributed system are only partially ordered. Consider the 

following spacetime diagram of three hypothetical processes (P, Q, and R) that make up a 

distributed system. The horizontal direction represents space, different locations for different 

processes. And the vertical direction represents time – time moves up the page, later times being 

higher than earlier times. In these diagrams, dots denote events, vertical lines are the processes, and 

wavy lines denote the messages. 

 

in our spacetime diagram of the distributed system of the processes P, Q and R, it isn't clear if the 

event  happened before event  or visa versa – they are concurrent. Our distributed program 

might assume the operation at  is executed first, but as the two events are concurrent it is 



possible that they happen in the opposite order. Lamport realised the solution was to take 

the partially ordered set of events and impose a total order. 

To totally order the events Lamport defined a new type of clock, a logical clock, which allowed him 

to define a total ordering on any distributed system. "These are not clocks keeping real time, they're 

just counters … recording the history of everything that happens." 

Local Time 

"The basic rule for maintaining these clocks is that, first of all, whenever an event happens at a place 

[within a process] that local clock gets advanced, so you don't have two events at the same place 

happening at the same time." 

The total order on the behavior of the distributed system is created by creating a global history of all 

the events that have occurred, across all the different processes. This is done by ordering all the 

events according to the times on their local clocks. 

In order for this to be a total order, so that any event has a clear and unambiguous place in the 
timeline, no two clocks at different places can ever show the same time. To ensure this, the values of 
a local clock has a decimal place at the end that identifies the clock's location. 

To explain this, let’s focus on a distributed system with just two processes  and , each 
consisting of a sequence of events. The initial value of the clock  for process , when the process 

starts, would be . And each time an event happens within , without any 
interaction from , the clock advances by 1 tick: 

  
 

    

 
Similarly for process : 
 

  
 

    

 
You can see how encoding the location of each processor as a decimal place in each local clock 
results in the two local clocks never showing the same time. 
At this point the global history (the sequence of events as described by the global clock ) of our 
distributed system would be: 

  

 

    

 

 

 



Asking the Time 

So far the processes have not interacted. But if they never interacted we wouldn't have a distributed 
system, just two processes doing entirely disconnected work side by side. In a distributed system the 
processes send messages to each other, possibly influencing future events in the system. 

When a process sends a message, say  sends a message to , that counts as an event for that 
process, . So 's local clock would advance by 1 and the message sent would be timestamped 
with this new local time. So picking up where we left off... 

  
 

    
 
and the message sent to  would be timestamped with the value 3.2. 

"The other part of [the rule for maintaining these clocks], the part that Johnson and Thomas missed, 
is that when you receive a message you have to advance your clock so it's both later than its 
previous value and later than the value attached to the message you've just received," says Lamport. 

When a process receives a message, this also counts as an event in that process. So when 
process  receives the message from , timestamped with the global time , it must 
advance its local clock, and here is where Lamport's great insight comes in. 

Picking up where we left off for : event  had just occurred at time . When  receives 
the message, it needs to advance its local clock . If  advances its clock by 1, the local time 
at  would be , but this would be less than the time, , timestamped on the 
message. If we said  received this message at a time of , that would put it earlier in the 
global history of the distributed system than the time  when  sent the message 
–  would have received the message before it was sent! So  must advance its clock  by 2: 
making the local time , later than the time attached to the message, and in the global 
history putting the event of receiving the message after the time that the message was sent. 

So the local history for the process  would continue on as follows: 

  
 

    

 

And so the whole global history of our distributed system would be: 

  

 

 



 

And History is Written 

"That's the whole algorithm," says Lamport. And with these simple rules Lamport was able to totally 
order any distributed system, creating unambiguous timelines that ensure that causality is never 
violated. 

His paper Time, clocks, and the ordering of events in a distributed system introduced a new rigorous 
way of approaching distributed computation and is one of the most cited papers in computer 
science. Although Lamport recalls two contrasting reactions to the paper when it was first published: 
"Some people thought that it was brilliant, and some people thought that it was trivial. I think 
they're both right." 

Reference:  

The technical explanation of logical clocks is an edited abstract from Rachel Thomas, “Clocks to the 
Rescue” published online in Plus, a free online science magazine. The link is: 
https://plus.maths.org/content/clocks-rescue. 
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